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Project EDDIE: High-Frequency Sensor Data Quality Control 


· This module was created by Stetler, J.T., Moriarty, V.W., Lucius M.A., Farrell, J.L., and Rose, K.C. This module was supported by US National Science Foundation grants 2048031 and 1754265 and the Jefferson Project.  The Jefferson Project is a multi-disciplinary research effort founded by Rensselaer Polytechnic Institute, IBM, and the Lake George Association. The Jefferson Project was supported by US National Science Foundation grant 1625044 and a New York State Higher Education Capital grant (#7290). Click here to see a list of publicly available data from The Jefferson Project. 



Learning objectives:
· Discuss the added value of high frequency sensors.
· Prepare data from high frequency sensors for analysis and visualization.
· Explain the difference between data quality assurance (QA) and quality control (QC). Understand when each process is typically performed.
· Explain common quality control issues with sensors.
· Apply standard QC protocols to correct common mistakes.

[bookmark: _Hlk146788775]Why this matters: There has been a substantial increase in the availability and use of high frequency environmental data in recent years. The rapidly increasing amount of data generated by high frequency sensors requires that ecologists possess a new set of computational skills. Field sensors are automated and errors and biases in recording sometimes happen. Drawing conclusions from high frequency data becomes challenging without first ensuring the quality of measurements collected from these instruments.  

Outline:
1. Introduction to high-frequency sensors Power Point presentation
2. Activity A: Identify and fix common data formatting issues from automated sensors.
3. Activity B: Plot, identify, and correct common sensor data quality control issues.
4. Activity C: Apply proper data QC protocols to a new data set. 



Activity A: Identify and fix common data formatting issues from automated sensors. 
A basic understanding of R, Tidyverse functions, and ggplot are required to successfully complete this module. Alternatively, the instructor may choose to do activity A and B as a code-along. Hints will be provided, and specific code will be in italics and blue font. This code can be pasted directly into R.
1. Before you start, be sure not to open and resave the provided .csv file in Microsoft Excel or any other spreadsheet viewers or editors. These programs tend to automatically reformat data (sometimes incorrectly) which will lead to issues down the line.  
2. Load the following libraries. You may need to install some of these packages. 
#Load required libraries 
library(lubridate)
library(ggplot2)
library(tidyverse)
library(zoo)
library(patchwork)
library(plotly) 
library(htmlwidgets)
3. Prepare the R environment by setting the system time zine to UTC (to avoid daylight savings time), removing all previous variables in your environment, and reading in all non-numerical data as characters. 
Sys.setenv(TZ="UTC")
rm(list=ls(all=TRUE))
options(stringsAsFactors = FALSE)
4. Go ahead and read in the .csv file in R. Make sure your working directory is correctly set. 
West <- read.csv("JP_TS_001_2023-05-01_2023-06-06_2.csv")
5. Now take a view of the data set. Does anything look off to you? Describe what you see, and if you notice any potential problems think about how you might fix the issue. You can use the View function and glimpse function to help look at the data set. Pay special attention to the type of data in each column.  glimpse(West)  OR View(West)
6. Perhaps you realized by now that the first few rows of data contain additional information. The data do not actually start until row 11, with row 10 being the column names. What’s going on with the extra periods in these column names? These arise due to special characters like “(“in column names. We will fix this issue by creating new column names. Let’s fix this using the following: 
[bookmark: _Hlk141098748]West <- read.csv("JP_TS_001_2023-05-01_2023-06-06_2.csv", skip = 11, header = FALSE)
7. View your data again. Now you’ll notice that each column is named "V1","V2" etc. Let’s rename the first three columns: colnames(West)<-c("DateTime", "Temp", "SpCond")
8. What are the other four columns of data? Provide any guesses and write the first three observations down in the space below. Hint: You can try to look at the unique values in each column. The following code allows you to view all unique records in the fourth column. View unique values for each column, and record the first three unique values in each column in the table below (column 4 is completed for you by the following code): unique(West[,4]) The number 4 means you want the 4th column, the , before means you want to display all rows of data.
	Observation
	V4
	V5
	V6
	V7

	1
	NA
	
	
	

	2
	219.69
	
	
	

	3
	219.58
	
	
	




9. It looks like there is actual data in the V4 column (we will come back to this), while column V5 represents notes on sensor calibration. V6 and V7 appear empty and were perhaps created by mistake. Do you have any guesses as to what type of data is in V4? Write your ideas below.


10. Let’s rename the columns of data and then remove the last two columns: 		colnames(West)<-c("DateTime", "Temp", "SpCond", "Nums", "Notes")			      West<-West[, 1:5]
11. Go ahead and perform the glimpse function again on the data set. Pay attention to the type of data in each column (this is gray right after the variable name).
12. There are a few issues. Both the Temp column and DateTime column appear as "chr" which stands for character. This data is recognized in R right now as characters or words. Let’s fix this: West$TempNum<-as.numeric(West$Temp) Here, we make a second column of temperatures as a number as a way to make sure the values are now numbers (and not characters) in the new column.  
13. Note that NAs are created where we had text. You likely received a warning in your R console. You can view these character rows with the following code: West %>%filter(is.na(TempNum))
14. We have the word "BAD" in our column, which makes the entire column appear as character. 
15. Let’s make the Temp data column a number. There are two steps. First, we will overwrite the Temp column and make it a number: West$Temp<-as.numeric(West$Temp) Second, we will remove the column TempNum: West$TempNum<-NULL  
16. Remember before when the TimeStamp column was recognized as a word? Let’s address this issue now: 									      West$TimeStamp<-parse_date_time(West$DateTime, orders = "%m/%d/%y %H:%M") You should see a warning that states: "271 failed to parse" If you do not have this exact warning, then you probably opened up the .csv file in a spread sheet editor and saved it. Delete the .csv file, re-download it, and then start at the beginning again. 
17. Let’s investigate this issue by examining the format of the date time object. We can look at the first and last observation to get an idea: head(West$DateTime, 1) and tail(West$DateTime, 1) 
18. We have a date format mis-match. Date formats often differ between countries. For example, in the USA, MM-DD-YYYY is common, whereas in many other countries DD-MM-YYYY is common. However, neither of these formats conforms to the ISO 8601 standard, which is YYYY-MM-DD.” In the beginning dates are formatted as Month/Day/Year hour:minute and at the end Year-Month-Day hour:minute:second Lets fix this: West$TimeStamp<-parse_date_time(West$DateTime, orders = c("%m/%d/%y %H:%M",     "%Y-%m-%d %H:%M:%S"), tz="America/New_York")
19. Time stamps can be difficult, especially since some sensors do not record this: Sys.setenv(TZ="UTC") and 
West$TimeStamp<-as.POSIXct(format(West$TimeStamp, tz="UTC"))
20. You may notice that the new column had a warning where data still failed to parse. View the data then click on the column name TimeStamp and scroll all the way to the bottom. We see two instances where the Timestamp was NA. Let’s filter the se NA points out. 
View(West)
West %>%
 filter(is.na(TimeStamp))
21. Let’s remove the original datetime column: West$DateTime<-NULL
22. Now let’s plot the data and check for any obvious issues. Create the plot: 		      TempPlot<- West %>% ggplot(aes(x=TimeStamp, y= Temp))+				geom_point(color='black')
Then view the plot: TempPlot
23. It appears we have one very small value and one very large value. Let’s view a summary of the data: summary(West$Temp) 
24. The small value -999 is an unknown error code. A temperature of 100.35 degrees °C is unrealistic. Let’s remove both of them. Let’s make all values less than -50 NA: West$Temp[which(West$Temp < -50)]<-NA 
Make all values > 50 NA on your own. Modify the code from above. Remake the temperature plot from above. 

25. Now let’s plot specific conductance: Try and alter the plot code from above (step 22). Hint: the y variable this time should be SpCond. Finish the code below to create the plot:
SpCondPlot<- West %>% 						

26. Again, we see some unrealistic values. Go ahead and make all points <-50 and > 500 NA. Plot your data again.
27. There appears to be a gap of data missing. Remember the extra column of data from before that we called "Nums"? This appears to be the missing conductivity data!
28. First let’s make a new column of data in case we make a mistake: 	     West$SpCond_Complete<-West$SpCond Now let’s go ahead and add the missing the data which is in the nums column. Note that we created a new column called SpCond_Complete we will use the column moving forward: West$SpCond_Complete[which(!is.na(West$Nums))]<-West$Nums[which(!is.na(West$Nums))]
29. Go ahead and plot the new column of data. Paste below the temperature plot and new conductivity plot.


















Activity B: Plot, identify, and correct common sensor data quality control issues.
1. It’s always good practice to keep a backup of the raw data before you make any changes: West$RawTemp <- West$Temp and West$RawSPCond <- West$SpCond_Complete
2. Take a look at your conductivity plot from above. We see a weird change right before May 15th. This is called a step change and occurs when a set of values appear consistently shifted in one direction either permanently or temporarily. In this instance, a set of values appear shifted downward. Let’s investigate this. Use ggplotly to dynamically view the data in your plot. Move your cursor over this new plot:
interactive_plot <- ggplotly(SpCondPlot)
htmlwidgets::saveWidget(interactive_plot, "test_plot.html")
browseURL("test_plot.html")

3. First let’s check the Notes column to gain more insight into what was occurring during this time: West %>% filter(Notes == "Sensor Calibration ") 
4. It looks like the sensor was calibrated between May 8th and May 13th. Let’s investigate these points. One option is to filter for the start and end points, and then color code them on the plot: sp_cal1 <- West %>%filter(TimeStamp > "2023-05-09 02:20:00" & TimeStamp <  "2023-05-09 02:35:00") Then sp_cal2 <- West %>% filter(TimeStamp > "2023-05-13 20:20:00" & TimeStamp <  "2023-05-13 20:30:00") Now let’s plot this:  				SpCondPlot<- West %>%							 ggplot(aes(x=TimeStamp, y= SpCond_Complete))+				 geom_point(color='black')+								geom_point(data = sp_cal1, col = "red")+								 geom_point(data = sp_cal2, col = "red") Now view the plot: SpCondPlot. Indeed, this shift occurred near calibration.
5. Based on additional notes (not provided) the sensor was low by approximately 25 uS/cm, which is similar to the shift observed in the data. This indicates that the problem was due to calibration issues. Let’s fix this: West$SpCond_Complete[which(West$TimeStamp >= "2023-05-09 02:28:00" & West$TimeStamp <= "2023-05-13 20:24:00")]  <- West$SpCond_Complete[which(West$TimeStamp >= "2023-05-09 02:28:00" & West$TimeStamp <= "2023-05-13 20:24:00")]  + 25
6. Plot the SpCond_Complete data again. Is the step change gone?
7. Now let’s check the temperature plot. Do some values appear unrealistic given the time of year? This is why understanding your system is important. A quick drop to 0 is odd in May in New York. Let’s make them NA: West$Temp[which(West$Temp < 1)]<-NA Plot the temperature data again. 
8. There are still odd-looking points. If we feel comfortable, we can remove them. Often, you should only remove data points if you have good reasons to do so. Here, let’s remove conductivity below 50: West$SpCond_Complete[which(West$SpCond_Complete < 50)]<-NA
9. While this helped some there are still more odd-looking points. A next step would be to use an outlier detection method. Various outlier detection methods exist, so we will just introduce one simplified method as a starting point. Before using an outlier detection and removal method, we recommend discussing with colleagues and reviewing the best practices in your sub-discipline. 
10. Let’s create a rolling window of 20 observations: DataWindow<-20 Now let’s calculate the rolling average and standard deviation for temperature: 			        West$TempAvg<-rollapply(data=West$Temp, width=DataWindow, FUN=mean, fill=NA)
West$TempSD<-rollapply(data=West$Temp, width=DataWindow, FUN=sd, fill=NA)
11. We will simply define and remove outlier points as any value greater or less than 3 times the standard deviation of the average. Now let’s make points greater or less than 3 times the standard deviation from the average as NA: West$Temp[West$Temp > West$TempAvg + (3*West$TempSD) ]<-NA And West$Temp[West$Temp < West$TempAvg - (3*West$TempSD) ]<-NA
12. Create the temperature plot again.
13. Do the exact same thing for the SpCond_Complete column of data and create the plot. Even after this protocol, there still seems to be funky data points. Always visualize your data. Further steps may need to be taken.
14. Last, let’s create a before and after plot to highlight he changes we made:              TempPlot_B4<- West %>% 							ggplot(aes(x=TimeStamp, y= RawTemp))+	geom_point(color='red')+					ylim(0,20)+    		  							ggtitle("Temperature Before")	
View plot: TempPlot_B4
After plot: TempPlot<- West %>% 						ggplot(aes(x=TimeStamp, y= Temp))+				geom_point(color='black')+ 	ylim(0,20)+									ggtitle("Temperature After")
View plot: TempPlot

SpCondPlot_B4<- West %>%							  ggplot(aes(x=TimeStamp, y= RawSPCond))+				geom_point(color='red')+								ylim(0,300)+									
ggtitle("Conductivity Before")
View plot: SpCondPlot_B4
SpCondPlot<- West %>%  							ggplot(aes(x=TimeStamp, y= SpCond_Complete))+			geom_point(color='black')+ylim(0,300)+									ggtitle("Conductivity After")
View plot: SpCondPlot
dev.off()
mega_plot <- TempPlot_B4+TempPlot+SpCondPlot_B4+SpCondPlot+plot_layout(ncol = 2)
mega_plot Note this may take a little bit to load. You may need to press zoom to view the plot.
[bookmark: _Hlk161818616]You should notice a clear difference between the before and after plot. But, your after plots still may not be perfect. This is a good opportunity to review the literature and consult with colleagues to learn about more advanced ways to correct sensor data. Paste your plot below.



Activity C: Apply proper data QC protocols to a new data set. 
Now it is time to apply what you learned on your own. Your goal is to use a new high frequency data set to visualize when lake turnover occurs in the fall. You should consider the initial data as raw data and implement appropriate QC protocols as discussed in modules A and B. Refer to the PowerPoint for important hints that could help you along your way. While there are multiple variables in the data set, we suggest plotting dissolved oxygen and temperature at the depth of 25 meters to visualize when stratification occurred. Paste these plots below. Then answer the following question:
When do you think fall turnover occurred in Lake George?
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