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Brief	Introduc5on	to	GPU-
accelerated	programming	with	

CUDA	

Libby	Shoop	(Macalester	College)	
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Hardware & Software: A Diverse Landscape 
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Accelerators	
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Nvidia	Jetson	TK1	
-  Quad-core	ARM	A15	
-  Kepler	GPU	w/	192	CUDA	cores	
-  2	GB	RAM	
-  GigabitEthernet,	HDMI,	USB,	…	
-  Ubuntu	Linux	
-  ~$200	

Accelerator	Systems:	Small	
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Data Decomposition (1 task) 
Task 

0 
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Data Decomposition (2 Tasks) 
Task 

0 

Task 
1 
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Data Decomposition (many Tasks) 
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Data Decomposition (many Tasks) 
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Data Decomposition (many Tasks) 
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So_ware:	large-scale	mul5threading	

•  So_ware	threads	run	on	each	small	core	on	parts	
of	your	data.	

•  SIMD:	single	instruc5on,	mul5ple	data	
•  Data	must	be	moved	from	the	host	device	to	the	
GPU	accelerator	
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CUDA…	
•  NVIDIA	only	
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Compiling	
•  Module:				Concept:	Data	Decomposi5on	

–  See	handout	
•  To	compile	a	CUDA	program	code	file	from	the	
command	line:	

nvcc			VA-GPU-simple.cu			-o	VA-GPU-simple	
	

•  You	may	see	a	warning	about	architecture	
–  See	handout	for	command-line	flag	


